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Abstract—RSFQ technology promises to achieve the ultra low
power and high speed computing needed for future exascale
supercomputing systems. One of the biggest challenges impeding
the application of this technology, however, is the ultra-high-speed
clocking of large scale RSFQ circuits. The clocking complexity is
aggravated by algorithmic loops and generic complex pipelines,
whose presence is inevitable in large scale systems. This paper
presents a new clocking technique, comprised of synchronized
hybrid clock loops, whose frequency is intrinsically determined
by the clock architecture. This tree-free scheme reduces the
area, power, and complexities associated with traditional clock
distribution networks. A SystemVerilog model of the architecture
is built to quantify the benefits and prove the feasibility of
the proposed scheme. As an example, for a 32-gates circular
shift register (CSR), under a model of moderate local and
global variations, our experimental results show up to 93% yield
improvement at the same cycle time compared to zero-skew tree
clocking.

I. INTRODUCTION
While semiconductor nano-electronics approach their phys-

ical limits, superconductive electronics and RSFQ [1] circuits
are gaining attention because they promise the ultra low power
and high speed needed for future exascale supercomputing
systems [2]. However, clock distribution and timing of RSFQ
circuits at very high frequencies is a challenging problem [3]
because uncertainties in the clock network can translate to
errors and timing violations [4]. Several synchronous clocking
strategies were proposed in [1], [3] for RSFQ systems. Others
propose an asynchronous [5]–[7] or hybrid approach [8] to
control timing. However, none of the proposed alternatives
have been sufficiently general to replace traditional zero-skew
clocking using balanced H-trees [1], [3].

In particular, clocking becomes more complex when the
data flow of the circuit has loops. Such algorithmic loops
are inherently present in any state machine, processor, or
architecture with feedback. The challenges associated with
these loops were discussed in detail for a small circular shift
register (CSR) in [9], [10], and they were implied in the
challenging design of processors in [8], [11], [12].

This paper presents a robust and tree-free clocking solu-
tion for RSFQ chips. In traditional H-trees the frequency of
the high-frequency clock is often determined experimentally
and set externally. In our approach, the clock frequency is
intrinsically determined within the architecture. It eliminates
the associated area and power overhead, and the additional
complexities of a clock distribution network. Moreover, un-
like traditional clocking strategies, all the timing constraints
are local within the hybrid loops of the architecture, which
increases the robustness of the proposed scheme. This paper
focuses on the CSR application, but we believe the general
approach can be applied to more complex RSFQ circuits. This
paper also describes a SystemVerilog simulation platform we
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developed to prove the feasibility of the proposed scheme, and
to compare the robustness and speed versus previous clocking
methods. Using this framework, we quantify the robustness of
our approach over traditional clocking strategies.

The remainder of this paper is organized as follows. Section
II explains the clocking of algorithmic loops and the previous
methods. Section III then presents the proposed clocking
architecture and discusses its potential extension beyond the
CSR application. The simulation platform and results are then
summarized in Section IV. And finally some conclusions are
given in Section V.

II. CLOCKING OF LOOPS

The clocking of an algorithmic loop can be studied using the
simple circuit of a CSR. Clocking a CSR is more complex than
a linear pipeline because of the additional timing constraint
that the overall clock skew of a CSR must be zero [9].
Because of this constraint, as explained in [9], the exclusive
use of either the concurrent flow clocking or the counter-
flow clocking is not possible. This leaves us with only two
solutions for clocking the CSR: either the CMOS conventional
clocking with a zero skew tree [1], [3], or with a mixture
of concurrent and counter flow clocking [9], [10]. Zero-skew
trees, however, to the best of our knowledge, have not been
used by any processor in the literature [8], [11], [12] and are
generally problematic due to various electromagnetic effects,
uncertainties, and jitter [4], [10], [13], [14].

Fig. 1 shows a generic illustration of the architecture used
for CSR. In a zero-skew scheme, the clocks come from a single
source which is spread out evenly using splitters and JTLs so
that

∀i, j tclk[i] − tclk[j] = 0, (1)

where tx is the instant at which the event x occurs. The worst
setup constraint is

T ≥ ∆CQ + ∆JTL + ∆MUX + Tsetup, (2)

where T is the system cycle time, ∆ is a gate delay, and Tx
is the x characteristic of the gates, assuming they are all the
same for simplicity. The worst hold constraint is

∆CQ + ∆JTL ≥ Thold. (3)

The mixing concurrent and counter-flow clocking style,
referred to here as mixed-CSR, on the other hand, has other
issues including i) global timing constraints define the clock
frequency and are adversely affected by uncertainties; ii)
timing jitter resulting from using a clock source aggravates
setup constraints; iii) the structure of the clock distribution
requires a single point of divergence and convergence that is
not clearly mappable to generic pipelines; iv) the benefit of
the technique relies on the ability to superimpose the clock
and data flows which breaks down for complex pipelines. In
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Fig. 1: A generic diagram for an N-bits CSR.

conclusion, this hybrid clocking technique scheme is specific
to a CSR.

Note that the mixed-CSR circuit in [9], [10] used a tunable
bias line to mitigate a racing problem between clock and
data in the concurrent clocking portion of the design. In this
paper, when comparing with the mixed-CSR, we eliminate
the tunable bias and instead feed the clock from the middle
(at Dout) of the CSR to avoid this race. Thus, the clocking is
counter-flow for the first half of the CSR and concurrent for
the second half, such that

tclk[i] − tclk[i+1] = Tskew for i = 0 .. N
2 − 2,

tclk[i] − tclk[i+1] = −Tskew for i = N
2 .. N − 2,

t
clk[

N
2 −1]

= t
clk[

N
2 ]
and tclk[0] = tclk[N−1]

(4)

Here, Tskew is the amount of the embedded clock skew of the
gate from the clock input to the clock output, assuming for
simplicity that it is the same for all gates. Assuming ∆MUX >
Tskew, the worst setup constraint is the same as the zero-skew
in (2). Otherwise, the worst constraint is within the counter-
flow half as follows

T ≥ ∆CQ + ∆JTL + Tsetup + Tskew, (5)

Meanwhile, the worst hold constraint is within the concurrent
half as follows

∆CQ + ∆JTL ≥ Tskew + Thold. (6)
III. THE PROPOSED CLOCKING SCHEME: HCLC

A. The Architecture
This paper proposes a hybrid tree-free clocking scheme

called Hybrid Clover-Leaves Clocking or HCLC, illustrated
on a 32-bit CSR in Fig.2. It consists of M pairs of hybrid
clocked loops or leaves, where each pair has one concurrent
flow leaf, and one counter-flow leaf. Each pair of leaves has a
single clock input (ClkCL) that is split to both of them similar
to the mixed-CSR in [9]. The two output clocks of the pair
are combined using a coincidence junction to provide a single
feedback clock output. The feedback clocks are combined
from the M pairs using a tree of coincidence junctions to
produce ClkFB . The architecture is tree-free, it does not
have a clock input signal, but rather a GO pulse that starts
the operation by producing the first pulse of ClkCL, this
signal is split using a tree of splitters to feed every pair of
leaves. ClkCL is generated by either ClkFB or GO using a
confluence buffer. The frequency of operation is intrinsically
determined by the longest clock path. The whole clover is
considered counter-flow clocked relative to the input Din, and
this is achieved by the output ClkD.

B. Timing Analysis
Two main points make the HCLC a very promising clocking

technique: i) the frequency is self determined locally in each
leaf, which makes it resilient to uncertainties; and ii) all the
timing constraints are local. First, the clover’s cycle time T is

T = Lleafmax
·Tskew+∆CF +∆SP +log2(2M)·(∆SP + ∆CC)

(7)
where Lleafmax

is the maximum leaf length. In other words,
it is the number of gates in the longest leaf, which equals
Ntot

2M for total number of bits Ntot with equal length leaves.
∆CF and ∆CC are the delay of the confluence buffer and the
coincidence junction respectively. The worst setup constraint is
the same as the mixed-CSR in (2) or (5) based on the ∆MUX

and Tskew relation, and the worst hold constraint is inside the
concurrent flow loops as in (6). All of those timing constraints
are determined locally within one leaf, and can be different
among different leaves.

C. Extending and Scaling
The focus of this paper is specifically on the CSR appli-

cation rather than presenting the HCLC as a general clock-
ing scheme. The latter is left for future work. However,
we suggest here a number of modifications that could lead
to extending this approach and scaling it to larger, more
complex networks. 1) The most intuitive solution is grouping
the smallest pipelines into clovers, then each clover can be
grouped into a higher level clover recursively, creating a
hierarchy of clovers within clovers. 2) Conditional conjunction
between clocks from different interleaving clovers can be used
to accommodate for pipelines more complex than CSRs. 3)
Inserting an NDRO gate inside the clock path of the HCLC,
then setting/resetting it using a system control unit, enables
clock gating. 4) HCLC is not restrained to algorithmic loops
or circular pipelines, the same can be used for linear pipelines.
Only the clock have to be constructed as shown in Fig. 2, the
data flow can be arranged differently. 5) A different hybrid
approach can be implemented as well. For instance, a single
gate in any leaf can be replaced by a zero-skew cluster with a
local H-tree, and hence the HCLC would be only used as the
global part of a GALS system. 6) The clovering can only be
used on low level gates, then the clovers could be grouped in a
different hierarchical architecture that waits for the feed-back
clock as a form of asynchronous acknowledgement.

IV. SIMULATIONS

A. The Simulation Platform
In an attempt to quantify the benefits and the feasibility

of the proposed HCLC, we have built our own simulation
platform to simulate the zero-skew, mixed, and HCLC for only
the CSRs as discussed in Section III-C. We used SystemVer-
ilog to create an RSFQ interface modeling the fluxons [1] as
extremely narrow voltage pulses. They represent the junctions
leaping events, not the real voltage values. Then, in a similar
philosophy to the Verilog models in [15], we modeled the
RSFQ gates behaviorally in SystemVerilog and used them to
build the CSR in Fig. 1 using the different clocking schemes.
We used DFFs as in [4] for the gates, and JTLs as the data path
between gates. The multiplexer used is a special design using
two NDRO cells to save the selection setting, two splitters
for the selection signals, and a confluence buffer for the
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Fig. 2: The proposed HCLC for a 32 gates CSR with M=2.

output. Our testbench operates as follows. First, a load pulse
is generated, then a sequence of bits is fed to the CSR, then a
circulate pulse is generated, after that we wait for a number of
complete circulations. The output data sequence is compared
to a golden sequence, and timing violations are checked using
the timing check directives of SystemVerilog incorporated
into our DFF model. The test continues with different input
sequences. All the gates delays and parameters were chosen
following the work in [4]. We assumed the gates delays are
independent Gaussian random variables, then ran Monte Carlo
with global and local variations, using 3σglobal = 20% and
3σlocal = 10%, as in [13], [16]. Also, we assumed another
factor to represent non-ideal distribution of delays, resulting

from layout asymmetries and mismatches. We simulated over
different values of standard deviation σ as shown in Section
IV-B. For synchronous schemes, we assumed a uniformly
distributed clock jitter with σ = 5.8% as in [10].

B. Comparison Results

We used our simulation platform to simulate the HCLC
with different M values, the zero-skew, and the mixed-
CSR as discussed in Section II. The results are shown in
Fig. 3. For synchronous architectures, we simulated using
three different cycle times with different margins, based on
the respective setup constraints. The results show that the
HCLC provides a much more robust solution than zero-skew
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(b) 16 gates.
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(c) 32 gates.
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(d) 64 gates.

0

50

100

Y
ie

ld
 (

%
)

 
     our
  [M=16]

Work
  [M=8]

 Zero
 [25%]

 Zero
 [50%]

 Zero
[100%]

 Mixed
 [25%]

 Mixed
 [50%]

 Mixed
 [100%]

75

85

95

105

115

125

135

C
y
c
le

 T
im

e
 (

p
s
)

3σ=25%

3σ=50%

3σ=100%

(e) 128 gates.
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(f) Yield per cycle time at 3σ = 100%.

Fig. 3: (a-e) The bars are the yield (left y-axis) at different non-idealities standard deviation, while the line is the average cycle time (right y-axis). The figures
are for different pipeline lengths, and the percentage next to a design name is the clock cycle added margin w.r.t. the setup constraint. (f) The yield with
non-idealities 3σ = 100% divided by the cycle time versus different pipeline lengths.
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clocking. It should also be emphasized that using HCLC will
save area and power [1], [2], because of the lack of the
clocking distribution network. Moreover, HCLC eliminates
the synchronous switching of the whole chip at the same
time eliminating biasing disturbance. The mixed-CSR gives
the same robustness as the HCLC. However, as mentioned
in Section II, in addition to other drawbacks, this scheme is
CSR-specific and is fundamentally ill-suited for a chip-scale
clocking scheme. Moreover, from Fig. 3f, HCLC achieves the
same yield with faster operation than the mixed-CSR scheme.

V. CONCLUSIONS

This paper presents the Hybrid Clover-Leaves Clocking
(HCLC) scheme. The frequency is intrinsically determined
within the hybrid loops, making HCLC tree-free, eliminat-
ing the area and power overhead and routing complexities
associated with clock distribution networks. All the timing
constraints are locally defined within a clover, making HCLC
robust. This paper focuses on the CSR application, but briefly
discusses the foreseen extension and scaling that can be done
to make HCLC a general strategy of clocking RSFQ chips. We
also describe a SystemVerilog simulation platform to prove the
feasibility of the proposed technique and quantify and compare
its robustness and speed to previous methods.
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